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A BSTRACT
Machine learning models are very susceptible to targeted attacks. These attacks typically aim to
provoke confidence reduction or misclassification in the output of a model or aim to extract data.
Attackers use adversarial examples, specifically crafted for a particular model. It is therefore important to increase the resilience of a model against this type of attack, which is called robustness.
Possible techniques to increase robustness are optimization of algorithms, training the model with
adversarial examples, defensive distillation (using distillation to increase robustness), the ensemble
defence (where several models make a decision together) and feature squeezing. Even though all
these techniques can increase the robustness of a model, none of them has yet been proven to offer
a comprehensive defence against attacks. Adversarial attacks may be an inherent weakness of deep
learning models.

1

Introduction

Thanks to the development of more and more powerful CPU’s in the course of the last 10 to 15 years, it has become
possible to train deep neural networks without the need of a huge amount of processing power. This has lead to AI and
Machine Learning (ML) being on the rise in general usage, instead of the more academic applications beforehand [7].
This white-paper discusses the topic of safety in regard to these models. We’ll chart the weaknesses of ML models and endeavour to explain some of the most common possible attacks on these models using practical examples.
Subsequently, we’ll discuss a few solutions to counter these attacks.

2

Everything starts with data

Good data is the foundation of a good model. An ML model makes decisions about new, unseen data based on data sets
(training data) [29]. This entails certain security risks. If the data used to train the model gets tainted with incorrect
examples (so called “adversarial examples”, see 3.4) or if existing data gets altered, the model will draw incorrect
conclusions when faced with new input.
In the first place one must ensure the data warehouse is properly secured against external attacks. Without proper
security, malicious persons could pollute the original data set causing the model to potentially output incorrect results.
Given that the topic of securing a data warehouse is more of an infrastructural/cybersecurity issue, we won’t be
exploring this further, as this is not the focus of this document.

3

Potential attacks

As mentioned earlier, valid data is important for neural networks to draw conclusions. Most attacks therefore focus
on the original data set or the creation of new, incorrect data. These attacks are aimed at confidence reduction,
misclassification or even data extraction. In the case of confidence reduction, the model gets fed incorrect data, in
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the hopes of reducing the confidence of the model in future output. In case of an image recognition algorithm, for
example, if the algorithm was 98% certain a photo contained a cat, it will suddenly only be 40% certain this is the
case.
Reduced confidence of a model can lead to misclassification, the incorrect classification of data. Misclassification is
not only a consequence of confidence reduction, it can also be the aim of an attack, causing the model to produce
incorrect classifications with high confidence. Within misclassification, we can distinguish two kinds of attacks:
targeted misclassification and source/target misclassification [22]. This will be discussed further in the following
sections.
In case of data extraction, attackers will try to ascertain the original data used to train the model.
3.1

Confidence reduction & misclassification

Some ML models learn based on user feedback or automatically gathered telemetry. A well-know example is Google
reCAPTHA, an extension of the original CAPTCHA1 , with the same goal: trying to assess if a certain input is originating from a human or a machine by letting the user input a few words (see figure 1). An online form, for example,
can be protected against spam by asking the user to fill in a CAPTCHA before submitting it. Innovative to Google’s
reCAPTCHA was the origin of the depicted words, sourced from Google Books and Google News Archive Search.
Users had to input words the OCR2 algorithm was uncertain of or wasn’t able to recognize, effectively “teaching”
and improving the algorithm [3]. Alas, the internet community quickly developed a way to circumnavigate the re-

Figure 1: Google reCAPTCHA featuring a word from a scanned text.
CAPTCHA, because the way the system worked was quite transparent. The user is presented with two words. One
of the words is a control word that is already known, the other word is a word that wasn’t recognized. If the control
word where to be input correctly, the CAPTCHA would assume the other word was correct as well [31]. Furthermore,
in some cases it was easy to visually distinguish the control word, making it possible to input an arbitrary word and
teaching the OCR algorithm incorrect words. Therefore, confidence reduction occurred in the model recognizing the
words. I.e.: the confidence of the correct classification of the words fell. Ambiguity occurs and the model is potentially unable to make any predictions, because it isn’t certain enough what classification it should allocate. That same
cat could suddenly be recognized as on ostrich, because the certainty in the classification “cat” has fallen too hard or
the model is unable to make any predictions, because it’s uncertainty what classification it should allocate in the first
place.
In 2014 Google discontinued the system of inputting words in favour of the single click-CAPTCHA that consists solely
of a box the user has to tick. Behind-the-scenes factors like search history and cookies are analyzed to determine if
the input is generated by a human. This increases the robustness of the CAPTCHA against malicious input, but it
is still possible to transmit fake data or telemetry [26]. This causes misclassification: the malevolent robot that is
1

Completely Automated Public Turing Test To Tell Computers and Humans Apart [2]
Optical character recognition (OCR) is the mechanical or electronic conversion of images of typed, handwritten or printed text
into machine-encoded text [8]
2
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trying to bypass the system is classified as human. Google meanwhile keeps optimizing their algorithms stating their
reCAPTCHA system “is always at the forefront of spam and abuse fighting” [6].
Another well know example is Tay, a Twitter chat bot created by Microsoft on March 23, 2016 that could learn
from and answer Tweets of other users. In the course of 14 hours the chat bots messages degenerated from innocent
messages similar to those of an average teenage girl to Tweets containing racial hate, anti-feminist propaganda and
holocaust denial [14, 19].
An important lesson to learn from these examples, is one can never blindly trust any data supplied by users. There will
always be baleful people who - consciously or not - will supply incorrect data, thereby polluting the data set. Even
automatically collected telemetry, not necessarily directly entered by the user, can be forged. It is therefore important
to implement a good filter for the results or implementing a system that assigns a reliability score to the input. When
automatically collecting data, it might also be useful to check the reliability of the data source.
3.2

Targeted misclassification

Figure 2: Adversarial samples leading to misclassification in a model trained on the MNIST data set [22].
Targeted misclassification is a technique that produces inputs that force the output classification to be a specific target
class. The attacker will purposefully try to predetermine the output classification. This can be achieved by introducing
certain perturbations into the input, resulting in misclassification. By introducing random perturbations in an image,
correlating this input with the output and then refining the perturbations in the input, one can use a relatively simple
algorithm to generate new examples that will lead to a specific, incorrect, classification. These examples are called
adversarial examples. Figure 2 showcases an example of an algorithm trained on the MNIST data set3 that, reading
from left to right, classifies the images as the numbers 0 to 9, when it is obvious for a human observer this is not
the case [22]. A similar occurrence presents itself in the second example, figure 3. These images are completely
unrecognizable by humans, but state-of-the-art neural networks trained on ImageNet4 classify them with a certainty
≥ 99, 6% [21].
3.3

Source/Target misclassification

Source/target misclassification kicks it up another notch. In this case, existing input is perturbed to once again achieve
targeted misclassification. Figure 4 is another example using the MNIST data set. Note that the perturbed image is
still humanly recognizable, but by changing a small number of pixels, the classification is completely wrong [23].
In the previous example, it was abundantly clear the original image had been altered, but a subtler way of perturbing
images exists. Figure 5 is an example where the human eye cannot distinguish between the original image on the left
and the adjusted image on the right (the adversarial example). All images in the left column are classified correctly
by AlexNet5 , images in the right column are all incorrectly classified as “ostrich, Struthio camelus”. The images in
the middle are the result of the difference between correct image, and image predicted incorrectly magnified by 10x
(values shifted by 128 and clamped) [30].
3.4

Adversarial examples

All previous examples used adversarial examples, i.e. input specifically generated to subvert neural networks. By
correlating specific perturbed inputs with their output classification and respective confidence values6 , it is easy to test
which perturbations have an effect on the certainty of the classifications. After all, neural networks often assign an
3
The MNIST data set is a commonly used database for machine learning consisting of images of handwritten digits. It has a
training set of 60,000 examples, and a test set of 10,000 examples [5].
4
ImageNet is an image database organized according to the WordNet hierarchy. For each meaningful concept in WordNet
(more then 100,000), possibly described by multiple words or word phrases, ImageNet aims to provide on average 1000 images to
illustrate these words or word phrases [1, 4].
5
AlexNet is a neural network that is optimally trained based on ImageNet images [17]
6
Value that expresses to what extent the neural network is certain of a classification.
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Figure 3: Evolved images that are unrecognizable to humans, but recognized with high confidence to be a familiar
object [21].

Figure 4: Example of source/target misclassification. A set of legitimate samples, which are correctly classified, can
be found on the top row while a corresponding set of adversarial samples, which are misclassified, are on the bottom
row [23].
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input different classifications, each of them accompanied by a confidence value. As a rule, the classification with the
highest confidence value “wins”, as it is the classification of which the network is most certain [24].
In theory, a potential defence could therefore be the shielding of the different classifications and their associated
confidence values and only outputting the classification with the highest score, without explicitly making mention of
that score. But in practice, even these so-called black box neural networks that only expose the classification with the
highest confidence, are vulnerable to automatically generated adversarial examples. This can be achieved relatively
easy by training a second neural network to defeat the first one. This is called an adversarial learning-based attack.
“Learning-based”, because the adversarial neural network will keep on learning and adapting to perfect the attack. A
simplified version of such an algorithm could look something like this:
1. Introduce random perturbations in the input.
2. Check the output classification.
3. Adjust perturbations in the input, based on the confidence values of the output.
By repeating steps 2 and 3, the adversarial example can be adapted and refined until it is misclassified or no longer
recognized [27].
In some cases, it has been shown that adversarial examples can be refined to such a degree that only one pixel needs
to be changed to induce misclassification [28].
The biggest concern regarding these adversarial examples is that, so far, there are no known intrinsic properties that
differentiate adversarial examples from regular images [11].

Figure 5: Adversarial examples generated for AlexNet. (Left) is a correctly predicted sample, (center) difference
between correct image, and image predicted incorrectly, (right) adversarial example. All images in the right column
are predicted to be an “ostrich, Struthio camelus” [30].
3.5

Model- and data-extraction

Even if the data warehouse containing the training data of a neural network is properly secured (see section 2), it is still
possible to retrieve (some of) the original data. A multitude of companies offer out-of-the-box solutions for machine
learning, ranging from image- to speech- or text recognition. This legion of neural networks is often freely available,
taking the form of an API7 . Although these black box models typically do not provide any insight into the kind of
model and training data used, they can be used to classify input with accompanying confidence values.
By means of a model extraction attack, a duplicate model can be made that approximates or is identical to the original
model by sending different inputs and obtaining the output. Once extracted, the duplicate model can be analyzed to
gain insight into the original model [32].
7

An Advanced Programming Interface (API) is a set of clearly defined methods of communication among various software
components.
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If confidence values are available, it becomes possible to perform an equation-solving attack. Since the confidence
values in the output provides an adversary with samples that can be viewed as equations in the unknown model
parameters, it is possible to solve these equations and thus recovering the original function (or a close approximation).
Once the original model has been retrieved, it is possible to find out the data used to train that model [32].
Models based on a decision tree are susceptible to path-finding algorithms that traverse the path of a decision tree in
reverse order to obtain the original data [32].
If the model is trained with sensitive data, it is therefore necessary to take this type of attack into account.

4

Possible solutions

Even though Madry et al. [18] states that “adversarial attacks may be an inherent weakness of deep learning models”,
a number of options are available to increase robustness of an ML model against possible attacks. In the following
sections we’ll look into some of these options and discuss the pros and cons for each one.
4.1

Algorithm optimization

A seemingly easy solution to increase robustness of an ML model is the optimization of the used algorithm(s) to detect
adversarial examples. This is a quick and easy option, because new research into new or more efficient algorithms
appears regularly. A small, non-exhaustive selection from studies in the last 5 years shows this topic is actively
researched: [9, 13, 16, 23, 25].
However, every algorithm has its specific weaknesses. Generally speaking, any ML model with a new, more robust
algorithm can be defeated by another ML model, specifically trained to defeat the first one [11].
4.2

Training with adversarial examples

By default, a model is trained with training data and subsequently tested with unseen test data originating from the
same data set. Once the test data is classified correctly, the model has been sufficiently trained to classify new data,
not belonging to the original training or test data. In addition to this, you can launch an attack on your model to
generate adversarial examples. Thereafter, you add these to the original training data and train the model again. This
will make the model slightly more robust, because it has been trained to recognize adversarial examples. Initially, this
approach proved very promising; models trained with adversarial examples seemed to be more robust against these
kind of attacks [12].
As mentioned earlier in 3.4 and 4.1, it is possible to train one ML model to circumvent another. As soon as a model is
trained to recognize adversarial examples, it is just a question of training your adversarial model to bypass this newly
trained model. In short: one can train against training [24].
The same concern raised in section 2, can also be applied here: make sure the data used to retrain the model are well
shielded as to avoid pollution.
4.3

Defensive distillation

Distillation is a technique that compresses the knowledge from one or more large, complex models into one compact
model. The smaller model “learns” from the larger model. This technique is frequently applied to use an ML model in
environments where computing power is insufficient to use complex models (for example on smartphones), because
distillation reduces the arithmetical complexity of a model [15].
The distillation technique was adapted by Papernot et al. [23] into the distillation defence that extracts additional
knowledge about training points as class probability vectors produced by a neural network, which is fed back into the
training regimen. I.e.: knowledge acquired by a model is fed back into the same model. An overview of this process
can be seen in figure 6. This way, new knowledge about potential adversarial examples is continuously acquired.
Defensive distillation likewise suffers from the same shortcomings as the previous technique (see section 4.2). An
improvement on the previous technique is the fact that the model is constantly being retrained and therefore more
robust, but as mentioned, a potential attacker can do the same. Using this principle Carlini and Wagner [10] managed
to achieve targeted misclassification on a model implementing the distillation defence as described in Papernot et al.
[23]. It then becomes a question of continuing to retrain the model, in the hopes of staying ahead of attackers.
6
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Figure 6: An overview of a defense mechanism based on a transfer of knowledge contained in probability vectors
through distillation [23].
4.4

Ensemble defense

An ensemble defence consists of letting multiple different ML models based on different algorithms draw a conclusion.
By letting an ensemble of models decide independently of each other, the most popular answer can be chosen or an
average of the output probability factors can be made to determine the correct classification [33].
The advantage of this defence is that noisy signals (misclassification) from an occasionally under-performing model
will be filtered out, because the results of all models is evaluated. An ensemble of models also adds resilience against
attacks on individual models. Because it is harder to determine what models make up an ensemble, it is harder for
an attacker to focus the attack on a single model. Even if this would be the case and a model is compromised, other
models will filter out potential errors. An added bonus is interpretability of the final result. Even though it is still hard
to determine how individual models reach a certain classification, the end result of an ensemble can be easily analyzed
to find out how the ensemble reached a conclusion, because the end result of each individual model is known [24].
Figure 7 shows a real-life implementation of an ensemble used by Windows Defender Antivirus8 . This is a stacked
ensemble, consisting of different layers existing of a different (ensemble of) models, each with their specific use. If
a lower layered model is not certain about a suspicious file, the threat gets escalated up to the next layer of the stack
until the ensemble comes to a unilateral decision [20, 24].
A drawback of the ensemble approach is the increased resources needed to set it up, seeing as multiple, different
models need to be trained instead of just one. Research also shows that even though the ensemble defence offers
higher robustness, it is not completely resistant against adversarial attacks [24, 33].
4.5

Feature squeezing

Feature squeezing is a technique to increase robustness of an ML model complementary to all previous techniques.
After all, feature squeezing can be used in combination with every possible model, because no changes to the model
are necessary, only to the data set. This technique focuses on the reduction of the amount of features present in the
training data in order to reduce potential attack vectors [34].

5

Conclusion and recommendations

From the various examples cited, it transpires that current neural networks are still very susceptible to targeted attacks,
wherein attackers use adversarial examples specifically crafted to achieve reduction of confidence values or (targeted)
misclassification.
8
The author wishes to specify that they, nor the Knowledge centre Artificial Intelligence, are affiliated with Microsoft. This
example is merely used to demonstrate a real-life usage of an ensemble. Microsoft happens to offer a good insight into the inner
workings of this product and has also published some of this in the form of research.
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Figure 7: Real-life example of an ensemble model used by Windows Defender AV [20].
A first, simple rule of thumb is that one should never blindly trust data sourced from users, even if it is automatically
collected without human intervention.
Out of the different defence methods discussed, the ensemble defense seems most successful in fending off attacks.
Distillation defence gets an honorable second place. The recommendation here is using a combination of all defences
discussed. E.g.: using an ensemble of different ML models implementing the most recent algorithm available trained
with (optionally feature squeezed) data that incorporates adversarial examples and that is continuously retrained using
distillation. It is however important to consider that a combination of weak defences9 does not lead to a strong
defence. The robustness of a model will be increased, reducing the changes of incorrect classification, but neural
networks currently remain vulnerable to adversarial examples.
Another recommendation is to always train models with real-life data. Many new algorithms or defences are only
tested on the same popular data sets like MNIST, ImageNet or CIFAR-10. This is off course a logical course of action,
because these are high quality data sets that are correctly annotated, but consideration has to be made that this could
lead to the creation of models that perform well on these specific data sets, but perform poorly faced with real life data.
Finally, it must be concluded that further research is needed into the defence of neural networks. No silver bullet has
yet been found that can completely safeguard a model against attacks.
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